1F Theory of Regression

Exercises

Part 1: Paper and Pencil

These exercises are designed to allow you to check your understanding of the materials that were covered in the lessons.  You may complete them during the computer sessions or in your own time.  You can submit the answers to these exercises for feedback – although you don’t have to.  Time permitting, we can discuss these in the class..

Lesson 1

1. "Things should be made as simple as possible, but not any simpler" (Albert Einstein).  Was Einstein talking about parsimony?  Explain your answer.

2. What is meant by an OLS estimator?  Explain why the mean is an OLS estimator.  What advantages do OLS estimators have over other estimators.

3. When calculating the mean, we divide by N.  When calculating the standard deviation, we divide by N-1.  Why?

Lesson 2

1. Models could be estimated using an iterative approach – but this is not usually done.  Why not?

2. The constant is (usually implicitly) set to be 1.  What would the implications be if the constant were set to some other value (e.g. 2, or 0.5)?

3. Complete the following table:

	
	sd(x1)
	sd(y)
	b1
	standardised b1

	a. 
	2
	4
	1
	0.5

	b. 
	1
	20
	5
	…

	c. 
	0.3
	0.2
	…
	0.15

	d. 
	2000
	…
	0.0001
	0.2

	e. 
	…
	30
	3
	1

	f. 
	6
	…
	0.1
	0.1


4. The following regression equation was calculated to examine the effect of changing the price of coffee on the demand for coffee in a supermarket.

S = 4 + 0.3 ( P
Where:

S = sales (in kilograms of coffee per customer per year)

P = Price of coffee, per kilogram, in pounds (£).

i. What would happen to the parameter estimates if the analyst used sales per customer per week?  If the analyst used price in pence?

ii. What would happen to the standardised estimates in the same circumstances? 

iii. The standard deviation of S is 2, and of P is 3.  Calculate: 

· The standardised slope coefficient

· R2
· The correlation between the predicted values for S, and the sample values for S
· The SD of the residuals

5. The variance of a variable y is equal to 10 (where N = 11).  

What is the value of the total sum of squares (SStotal)?  

If a regression analysis is carried out, and the the residual sum of squares = 50, what is R2?

Lesson 3

1. A large number of assessments typically go towards making a student’s final degree grade.  Some people argue that having a large number of assessments is unfair on the better students, because of regression to the mean.  The more times a student is assessed, the more likely they are to get an average score.  If this is true, explain why it occurs.  If it isn’t true, explain why not.

2. Some people claim that the placebo effect (the apparent ability of substances people believe to be medicine to cure them) may be false, and may be due to a regression artifact.  Explain why.

.
3. “Knowledge of regression to the mean can help with everything from interpreting test results to improving your career prospects” (Torgerson and Morton, 2003).  How do you think regression to the mean can enhance your career?

4. “In 2003, 129 people were killed or seriously injured at current speed camera sites. After the cameras were introduced, the number dropped to 25.” (BBC news, January 2005).  Does your knowledge of regression to the mean influence your interpretation of this statement?

5. “The unwillingness to use very high marks influences the number of firsts through ‘regression to the mean’. This is the universal tendency for grouped/averaged scores to move towards the centre. In a written paper with three very good answers, the highest mark will be drawn downwards by any slightly lower grades, so that the overall mean moves towards the centre. Contrast this with three answers all around the overall mean. The final grade for this more ‘average’ student will not be affected by regression to the mean, since their individual mean is already at the overall group mean. Hence only with average students will the final grade be statically unbiased index of their achievement.”  (Parrott, 2004, writing in The Psychologist.)  In what way(s) has this person failed to understand regression to the mean?

Lesson 4

1. Complete the following table (if you want to make life easier, you can assume that the t-distribution is normal, for any N):

	
	SD
	N
	SE (mean)

	a. 
	2
	16
	0.5

	b. 
	280
	196
	…

	c. 
	…
	2500
	0.2

	d. 
	10
	…
	5


2. Complete the following table (if you want to, in the column labelled ‘p’ just enter p<0.001, p<0.01, p<0.05 or NS).  (The table below shows some critical values for F).

	
	N
	k
	Sreg
	SSres
	F
	p

	a. 
	100
	2
	60
	140
	41.5
	<0.001

	b. 
	20
	2
	60
	140
	
	

	c. 
	10
	2
	60
	140
	
	

	d. 
	100
	7
	60
	140
	
	

	e. 
	20
	7
	60
	140
	
	

	f. 
	10
	7
	60
	140
	
	


	df
	p

	df1
	df2
	0.05
	0.01
	0.001

	1
	98
	3.94
	26.24
	11.51

	1
	97
	3.94
	26.24
	11.52

	1
	96
	3.94
	26.25
	11.53

	1
	18
	4.41
	14.08
	15.38

	1
	17
	4.45
	14.11
	15.72

	1
	16
	4.49
	14.15
	16.12

	1
	8
	5.32
	10.29
	25.41

	1
	7
	5.59
	10.46
	29.25

	1
	6
	5.99
	10.67
	35.51

	6
	93
	2.20
	99.49
	4.14

	6
	92
	2.20
	99.49
	4.14

	6
	91
	2.20
	99.49
	4.15

	6
	13
	2.92
	99.42
	7.86

	6
	12
	3.00
	99.42
	8.38

	6
	11
	3.09
	27.13
	9.05

	6
	3
	8.94
	7.59
	132.83

	6
	2
	19.33
	5.93
	999.31

	6
	1
	233.99
	6.74
	***


3. Calculate the 95% confidence intervals of the following parameter estimates.  

	b
	se(b)
	N
	k
	Lower 95% CL
	Upper 95% CL

	2.5
	1
	5
	1
	-0.68
	5.68

	2.5
	1
	10
	1
	
	

	2.5
	1
	20
	1
	
	

	2.5
	1
	50
	1
	
	

	5
	1
	5
	1
	
	

	5
	1
	10
	1
	
	

	5
	1
	20
	1
	
	

	5
	1
	50
	1
	
	


To help you, the following is a table of critical values of t. (If the precise value for df is not available, use the next lowest value.
)

	df
	t

	3
	3.18

	5
	2.57

	8
	2.31

	10
	2.23

	15
	2.13

	25
	2.06

	35
	2.03

	45
	2.01

	55
	2.00


Lesson 5

1. Which of these statements are true about the residual of an individual case:

a. It is always positive.

b. It cannot be zero.

c. It represents the predicted value of the dependent variable for the case.

d. It is correlated with the dependent variable.

e. It is uncorrelated with the independent variable (s).

2. Given the following correlation matrices, write in the value of R2.  (It’s not as hard as it looks).

	x1
	1.00
	
	

	x2
	0.00
	1.00
	

	y
	0.30
	0.60
	1.00

	
	x1
	x2
	y


	x1
	1.00
	
	

	x2
	-0.18
	1.00
	

	y
	0.00
	0.50
	1.00

	
	x1
	x2
	y


	x1
	1.00
	
	

	x2
	-1.00
	1.00
	

	y
	0.38
	-0.38
	1.00

	
	x1
	x2
	y


3. Transpose the following matrices and vectors:

(i) 
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4. Calculate the determinants of the following matrices:

(i) 
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5. Solve the following matrix multiplication problems:

(i) 
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6. Calculate the inverse of the following matrices (if possible; they are the same matrices that appeared in Q4):

(i) 
[image: image9.wmf](

)

3

   (ii) 
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7. Calculating the values of b1 and b2 with 2 IVs

The correlation matrix of books, attend and grade is shown below.


[image: image12.wmf]÷

÷

÷

ø

ö

ç

ç

ç

è

æ

00

.

1

48

.

0

49

.

0

48

.

0

00

.

1

44

.

0

49

.

0

44

.

0

00

.

1


What are the standardised parameter estimates of b1 and b2?  (You can use either method).

Lesson 6

1. R2 can be only be positive – can adjusted R2 be negative?  How would you interpret a negative value of adj. R2?  

2. If R2 = 0.5, calculate adjusted R2, for the following situations:  

(i) N=5, k=1

(ii) N=50, k=1

(iii) N=50, k=10

(iv) N=500, k=1

(v) N=500, k=10

(vi) N=500, k=100

3. You have been asked to estimate the parameters of a model that explains how many people go running on the university running track every day.  You collect data on the following variables:

· y: The number of people going running.

· x1: The number of inches of rain on that day.

· x2: Hours of sunshine that day.

· x3: Highest temperature for that day.

· x4: Number of classes due to hand in coursework the next day.

You develop two different equations:

1:
Y = 125 – 15.0 ( x1 – 1.0 ( x2 + 1.5 x3

2:
Y = 123 – 14.0 ( x1 + 5.5 ( x2 – 3.7 ( x4

For Model 1, R2 = 0.75, for Model 2, R2 = 0.73.

(i) Which equation do you prefer, and why?

(ii) Explain why the sign might have reversed for variable x2.

4. Make up an example of an occasion where you might expect to find a suppressor variable effect.  Explain why the suppressor effect occurs.  

5. Under what circumstances would you be not surprised to see standardised parameter estimates greater than 1.0?

6. A researcher carries out a regression analysis to examine the success of a knee operation (the dependent variable is mobility post-operation).

Which of the following variables would you recommend they use in the analysis, if they are interested in (i) predicting outcome at 6 months post operation, and (ii) explaining outcome at 6 months post-operation?

Age, sex, pre-operative mobility, post-operative mobility (1 week), pre-operative (1 week) anxiety), post-operative (1 month) anxiety, post-operative (1 month) depression, presence of infection.

(iii) What variable entry method would you recommend for each of these analyses?

7. What is meant by cross validation, and why might this considered important in evaluating the results of multiple regression analyses?

Lesson 7

1. A categorical variable with three groups of equal N, was dummy coded, using group 3 as the reference variable.  The means for the variables  were:

Group 1: 20

Group 2: 40

Group 3: 35

When the data are analysed using regression analysis, what will the parameter estimates be?  (The constant and two b estimates.) 

2. The same analysis was then carried out using effect coding (using group 3 as the reference variable again).  What will the parameter estimates be this time?

3. A researcher has data on starting salary in an organisation, and current salary in an organisation.  They wish to analyse the data, to see if males and females are promoted at different rates.  They calculate the difference between starting salary and current salary, and use this new variable as a dependent variable, using sex as a dummy variable.  Is this the approach that you would recommend?  Justify your answer.l

Lesson 8

1. (i) What is the effect of skew on the mean, and its standard error?

(ii) What is the effect of kurtosis on the mean and its standard error?

2. What are the advantages and disadvantages of histograms, p-p plots and boxplots, for detecting departures from normality? 

3. Explain the difference between a distance statistic (such as a residual, or z-score) and a deleted statistic.  Which is preferred, and why?

4. What is a measure of influence?  What does a measure of influence tell us that a distance statistic does not?

5. What is heteroscedasticity?  What effect will heteroscedasticity have on our model? 

6. How does White’s test attempt to discover heteroscedasticity?

7. A study was carried out which examined academic salaries, and the extent to which these could be predicted by various productivity indices (PhDs supervised, papers published, books published, courses taught, etc).  The analyst finds that the 2 value for White’s test is significant, and comes to you for advice.  What would you want to know, before you could advise?

8. A lack of homoscedasticity may show that the non-additivity assumption of regression has been violated.  If there is homoscedasticity, does this mean that the assumption has not been violated?

Lesson 9

1. Correlational analyses have difficulties demonstrating that the relationships they detect are causal.  Some people argue that if two events are correlated, and the events occur at different times, the event which occurred first is a cause of the second event.  Is that necessarily true?  Is that necessarily false?

2. What information do you need to know to calculate (i) the probability of a Type I error? (ii) The probability of a Type II error?

3. The use of conventional value  = 0.05 and power = 0.80 implies that a Type I error is 4 times more serious than a type II error.  ( = 0.05,  = 0.20, / = 4).  Why is this the case?

4. What is the relationship between tolerance and the Variance Inflation Factor (VIF)?   Given that there is this relationship, why are there two different ways of representing the same thing?

5. A researcher wishes to examine the effects of three variables in children. Age, age at which they started school, amount of time that they have been in school.  What problem will they encounter?  What can they do about this?

6. The same researcher is examining the relationship between 18 different measures of reading ability at age 4 in children, and scores on a reading test at age 11, using multiple regression.  What problem might they encounter, and what course of action would you recommend to solve this problem? 

7. The measured correlation between x and y is 0.3.  The reliability of x is 0.8, and the reliability of y is 0.9.  Calculate the attenuation corrected correlation. 

8. What is meant by a proxy variable?  What problems do proxy variables introduce, in terms of the reliability of the measure?

9. A study was carried out which examined academic salaries, and the extent to which these could be predicted by various productivity indices.

The following equation was found (coefficients are unstandardised):

Ŝ = 10,000 + 230 ( B + 18 ( A + 102 ( E + 489 + P + 189 ( T
Where:

Ŝ = salary

B = number of books written by the academic

A = Number of articles published by the academic (lifetime)

E = number of ‘excellent’ articles published by the academic (lifetime) 

P = number of PhDs supervised by the academic

T = number of years they have spent teaching.

i) Do the signs of the coefficients match your expectations.

ii) Do the size of the coefficients make sense.

iii) An academic tells you they have enough time to write a book, write two excellent articles, or supervise three PhDs.  Which do you recommend they do (purely from the perspective of their finances.)

iv) Think about your answer to iii) again.  Are you sure?  Does anything in the equation seem strange?  Why do you think that might have happened?

(Adapted from Studenmund, 2001, page 60)

10. A researcher analyses the relationship between sugar consumption and breast cancer, in developed countries.  They find that there is a very strong relationship between the two variables.  The researcher suggests that this is evidence to demonstrate that consuming refined sugar causes breast cancer.  What arguments can you raise against this conclusion.  (Hint: there are two of them.)

11. A research is reviewing three separate studies that examined the relationship between time spent by children reading in the classroom, and truancy rates.  Each study examined one group of children, in one classroom.  The studies all found that those children who spent more time reading in class, were less likely to be truant from school.  In writing their report, the reviewer wrote “it can be concluded that there is a relationship between reading in class, and truancy.  Classes which spend more time reading in class have lower truancy rates.”  Can this conclusion be drawn from these results?  If not, why not?

12. A team of researchers is examining sex differences in the impact of children’s illness.  The researchers question the parents of attendees at a clinic.  They question whichever parent(s) attend(s) with the child.  At the end of the research, they have 50 couples, 50 females and 20 males, giving a total sample of 120 individuals, comprising 100 females and 70 males.  They carry out a regression analysis, controlling for other variables, and find that the b for sex is equal to 4, se = 1.  Is this a significant difference?  Can you see any problems with this analysis?

13. Lave (1985) analysed driver fatality rates in the US.  He analysed data at the state level, using the following independent variables.

Y = number of fatalities.

V = Driving speed variance (the extent to which vehicles on the same road travel at different speeds.

M = number of motoring offences per driver 

H = hospitals per square mile in the state.  

i) Without reading ahead, decide what you think the sign (positive or negative) for each of the independent variables in the equation to be.  Think hard about M – this variable is acting as a proxy, but for what? 

A blank line which has been inserted to stop you cheating.

A blank line which has been inserted to stop you cheating.

A blank line which has been inserted to stop you cheating.

A blank line which has been inserted to stop you cheating.

A blank line which has been inserted to stop you cheating.

A blank line which has been inserted to stop you cheating.

A blank line which has been inserted to stop you cheating.

The equation was estimated for two years, 1981 and 1982.

1981: Y = 0.176 ( V + 0.0136 ( M – 7.75 ( H
adj R2 = 0.624, N=41

1982: Y = 0.190 ( V + 0.0071 ( M – 5.29 ( H
adj. R2 = 0.532, N=44

ii) The coefficients differ between the years.  Should we worry about this?

iii) The 1981 equation has a higher adjusted R2 than the 1982 equation.  Which has a higher R2 ?  (You should be able to work this out with an educated guess, or you could calculate it to be sure.)

14. Two consultants were asked to estimate the demand for water in Essex over the next decade.  They used data about water consumption for the last 30 years.  The two consultants came to slightly difference conclusions:

A: W = 24,000 + 48000(£ + 0.40 ( P –370 ( R (Adj R2 = 0.859)

B: W = 24,000 + 0.62 ( P – 400 ( R (Adj R2 = 0.847)

Where:

W = estimated water consumption

£ = Price of water, in pounds, per 1000 litres, 

R = Rainfall in the county in that year, in centimetres. 

The first consultant said that there prediction was better, because they had a higher value for adjusted R2.  What could the second consultant argue?

Lesson 10

1. Which of the following transformations are linear?

i. x’ = x ( 3

ii. x’ = ln(x)

iii. x’ = x / 2

iv. x’ = 2 / x
v. x’ = 3 ( x + 4

vi. x’ = ex
2. How can non-linearity be detected?

3. Given that linearity is an assumption for regression, why is it not common to always estimate a quadratic and cubic curve in multiple regression analyses?

4. Why are absolute standardised parameter estimates >1 commonly found in non-linear regression?

5. Given the regression equation:

y = 4x – 3x2 + 80

What is the slope of the line when:

(i) x = 10?

(ii) x = 40?

6. Given the regression equation:

y = 4x – x2 + 2x3 + 80

What is the slope of the line when:

(i) x = 10?

(ii) x = 40?

7. Your team of researchers are about to go ans collect data, which you will analyse with regression.  Which of these variables would you analyse with logistic regression, and which would you use OLS regression for? 

a. Guilty or not-guilty.

b. Used a trolley or did not use a trolley in the supermarket. 

c. Exercised or did not exercise during the day.

d. Got drunk or did not get drink in the pub.

e. Drank alcohol or did not drink alcohol in the pub.

f. Dropped out of university before final year, or did not drop out.

g. Failed final year exams or did not fail.

Lesson 11

1. In the lesson we looked at the effect of competition on the relationship between size and profitability of a shop.  Calculate the effect of local competition at shop size = 5 and shop size = 50.  

Y=x1(0.071 + x2((-1.67) + x1 ( x2 ( (-0.050)
Shopsize = x1, comp = x2.  Presence of competition is indicated by x2 = 1, absence of competition by x2 = -1.

2. A regression equation was estimated (using dummy coding) to analyse the mean flavour ratings (F) of six kinds of food.  Three different kinds of vanilla ice cream (A, B and C)  were presented in two colours – white (W), and yellow (Y).

Using dummy coding, with A and white as the reference categories, the following equation was estimated:

F = 5 + B ( 2 + C ( 0.5 – Y ( 1 + B ( Y ( 1.5 – C ( Y ( 1

What were the means for: the whole group, the three types, the two flavours, and the 6 individual groups.

3. The following table shows the mean lung capacity of four groups: male smokers, female smokers, male non-smokers, female non-smokers.

	
	Male
	Female

	Smoker
	4
	3

	Non-smoker
	5
	3.5


Given either dummy coding, or effect coding, give the parameter estimates for the constant, smoker, sex, and the interaction term.

4. The following regression equation was calculated using one continuous independent variable (x1), and one categorical variable, dummy coded (x2).  

Y = 3x1 + 5x2 – 2x1x2

What would the slope for x1 be, if the x2 variable were ignored.  

What would the slope for x1 be, if the x2 variable were ignored, and there were 20 people in group 0 of x1, and 10 in group 1 of x2.

5. The following regression equation was calculated, using standardised independent variables:

y = 0.2x1 – 0.4x2 + 0.1x1x2
What was the slope for x1, when x2 = 0?

If the standard deviations and means were as follows:

x1: Mean = 34, sd = 12

x2: Mean = 10, sd = 5

What is the unstandardised slope for x2, when x1 = 20?

Lesson 12

1. Describe the four steps which are required to determine if mediation has occurred.  

2. A randomised trial was carried out in which one group of children were given additional teaching in letter-sound recognition. At the end of the study, the children were assessed on letter recognition and reading ability.  Three regression analyses were carried out:

a) Outcome: Reading (R); Predictor group (G, dummy coded – 1 = intervention group, 0 = usual).  The regression equation was as follows (SE in brackets):

R = G ( 2 (0.5)

b) Outcome: Reading; Predictors: reading and letter recognition (L).

R = G ( 1 (0.6) + L ( 3 (1)

c) Outcome: Letter recognition, predictor: Group

L = G ( 2 (0.4)

Has mediation occurred?  Interpret the result, using the Sobel test.

Lesson 13

1. Fill in the blanks in the following table:

	
	Probability
	Odds
	Log Odds

	
	0.25
	-1.38629
	0.25

	
	0.4
	
	

	
	0.8
	
	

	
	0.01
	
	

	
	
	
	10

	
	
	
	3

	
	
	
	-2

	
	
	2
	

	
	
	8
	

	
	
	3
	


2. Fill in the blanks in the following table:

	
	B
	SE
	Exp(B)
	95% CI B

	
	
	
	
	Lower
	Upper

	i. 
	0.5
	2
	1.649
	0.033
	83.096

	ii. 
	-0.5
	2
	
	
	

	iii. 
	3
	
	
	0.008
	51021

	iv. 
	
	8
	5
	
	

	v. 
	
	
	
	2450
	3626


Lesson 14

1. A variable is known to be Poisson distributed.  It’s mean is 4.  What is the variance?

2. For which of the following outcome variables would you use Poisson regression?

a. The number of unstable nuclei that decayed within a given period of time in a piece of radioactive substance.

b. The number of cars that pass through a certain point on a road during a given period of time.

c. The number of spelling mistakes a secretary makes while typing a single page.

d. The number of phone calls at a call center per minute.

e. The number of times a web server is accessed per minute.

f. The number of roadkill found per unit length of road.

g. The number of mutations in a given stretch of DNA after a certain amount of radiation.

h. The number of pine trees per unit area of mixed forest.

i. The number of stars in a given volume of space.

j. The number of soldiers killed by horse-kicks each year in each corps in the Prussian cavalry. 

k. The number of bombs falling on each unit area of London during a German air raid in the early part of the Second World War. 

l. The distribution of visual receptor cells in the retina of the human eye.

3. Richards, et al (2004) carried out a Poisson regression to investigate the number of consultations per patient when patients were first seen by either a doctor or a nurse.  The found that the Poisson parameters for those seen by a doctor was 1.43, and for those seen by a nurse was 1.37.  What (very approximately) will the two distributions look like?  How would you (quantitatively) examine the difference between them?  (Clue: You wouldn’t take the difference).

Lesson 15

No questions.

Previous Single Course Questions

Exam 1

1. Regression analysis is one of the most widely used statistical techniques in the social sciences.  Given the problems that have been identified with the use of regression analysis (e.g. specification, causality), is this wide use something that should concern us?  You may illustrate your answer with real, or hypothetical, examples. 

2. Describe some of the circumstances under which collinearity is likely to be an issue in regression analysis.  What steps can researchers take to (a) avoid collinearity in their data, and (b) deal with collinearity if and when the problem arises?

3. When should researchers look for non-linear and moderator effects in their data?  Describe the steps that a researcher would take to look for both non-linear and moderator effects.  Why are linear effects not enough?  Why should we be interested in non-linear and moderator effects? 

Exam 2

a) What is meant by heteroscedasticity in multiple regression? (30)

b) Describe two of the ways that heteroscedasticity can be detected.  Evaluate the usefulness of each of the methods that you describe. (30)

c) When a researcher discovers a heteroscedastic relationship in their data, what steps should be taken? (40)

a) There are two subscales to a version of the Sensation Seeking Scale – Intensity Seeking, and Novelty Seeking.  These two are summed to create a total Sensation Seeking Score.  A researcher wishes to examine whether the total score is more effective than the subscale scores, and so enters all three into a multiple regression.  The analysis does not give the desired results – one of the variables is excluded from the regression, in SPSS.  In other statistics packages, the program gives an error message “The determinant of the covariance matrix of predictor variables is not positive definite.”  Explain, as fully as possible, to the researcher what has happened, why, and what, if anything, they can do about it.  (50) 

b) A student seeks your advice with regard to their data analysis.  Their disk has crashed, and they have lost the raw data required for their thesis. They have the covariance matrix of the variables, and they want to know if it is possible for them to carry out a multiple regression analysis, and if so, how they can do it.  What do you tell them?  (50)

a) A researcher seeks your advice about the sample size they need to run a regression analysis.  What information will you require from them before you can offer them any advice? (30)

b) After listening to your advice the researcher decides they would like to carry out a power analysis, using power = 0.98, and  = 0.01.  Do you think that they should proceed with the power analysis? (30)

c) The researcher decides that taking your advice on power is just making their life difficult; in the old days, researchers just went ahead and researched, without worrying about power, so why do they need to care now?  What do you say, to try to encourage the researcher to return? (40)

Part 2: Computer Exercises

Exercise 2: Lessons 1 and 2

1: Introducing Excel

In these lessons, we are going to use Excel.  Although usually thought of as a spreadsheet package, and therefore used for relatively simple analyses, Excel has some very powerful functions.  In addition, Excel is very flexible in the things that we can do with our data (much more so than statistics packages tend to be).  I would never recommend using Excel for doing your statistical analysis (it can be done, but it is dangerous
).

One of Excel’s features is that you are able to carry out calculations, change the data, and immediately see the results of those changes in the data – unlike using, say, SPSS, in which we need to rerun analyses to see changes.  (This is very useful for making up data, which you want to use to show particular statistical effects.)

A second feature of Excel is the large number of statistical features that it contains, for example: average(), gives the mean; stdev(), gives the standard deviation; correl() gives the correlation; covar(), gives the covariance.  It also has functions for continuous distributions, of which we shall be making some use.

2: A very quick primer in Excel.

Excel contains cells, which are referred to by their ‘grid reference’ in the format A1, D4, etc.  A cell can contain numbers, words or formulae.  
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A formula in Excel starts with an ‘=’ followed by the formula.  

If we type ‘=4’ in a cell, the cell will display ‘4’.

If we type ‘=4 + 5’ in a cell, the cell will display ‘9’.

The power of Excel comes from the ability to reference other cells.

If we type ‘=A1’ in a cell, the cell will contain whatever the cell A1 contains.  

However, we can use much more sophisticated formulae, for example:

=A1 + 2

=(A1 + C2)^2

=sum(A1, A2, average(A3, A4, sqrt(A5)))

We can also reference a range of cells, by using a colon.  

=sum(A1:A5) 

=correl(A1:B5, B1:B5)

In addition, Excel has a ‘smart drag’ function.  If a cell is copied, or dragged, the formula in that cell will be modified.  Dragging or copying the contents of the cell B1 down the column will change the formula to reference relatively the same row.

	
	A
	B

	1
	2
	=A1 + 5

	2
	7
	=B1 + 5

	3
	4
	=C1 + 5

	4
	8
	=D1 + 5


If you don’t want the values to change, you can put a $ symbol in front of the part of the formula you don’t want to change.

Exercise: Open the file called ‘exercise 1.xls’ in Excel (you will get a warning from Excel that the file contains macros – this is OK, I wrote them).  Go to the sheet called “Ex 1.1”.  The yellow shaded areas are to be filled in.  Hold the mouse over the cells which have a red triangle in the corner, and it will explain more about what and how to do the task.  

3: A Couple of Simple Exercises

This exercise is designed to familiarise you with some of the ways that Excel works.

a) Examining SSE and the Mean

In this exercise, we use Excel to calculate the SSE for the variables price and bedrooms.  We then examine the effect of changing the estimate of the model (b0) on SSE.  

b) Examining SSE, the Intercept and Gradient

In 1.4a we look at the SSE, PRE and hence the correlation, manually ‘iterating’ to find different values for b0 and b1.  We can also use the Excel solver (if installed).

In 1.4b, we do the same thing, but this time by manipulating a chart.

c) Calculating the Covariance, Correlation, Slope and Intercept

The aim of this exercise is to calculate the covariance first, then standardise this value to calculate the correlation, and use this value t calculate the slope and intercept.  You may, if time permits, also calculate the covariance of the standardised variables, to demonstrate that this is equal to the correlation.

d) Using Predicted Values

Showing that the correlation of the predicted values of Y, and the actual values of Y, is equal to the correlation of X and Y.

4: Regression in SPSS

Open the file ‘exercise1.4.sav’ in SPSS.  This contains the data that we were using in Excel.  Carry out a regression analysis, to confirm the results we found in the previous exercises.

Also examine the correlation between the variables, using Pearson correlation.  Does it lead you to different conclusions?

5: Open exercise 1.5 in SPSS.  These are data that were collected from individuals undergoing counselling in primary care.  The variables are 


Sessions: The number of counselling sessions that the person attended.


Gender: gender


Age: age


Pre.therapy: the pre-therapy symptom score (higher is worse).


Post.therapy: the post-therapy symptom score (higher is worse).

Carry out a regression analysis using post.therapy as outcome and sessions as predictor.  What is the result?  What do you think this means?  Do you have any way of testing any further hypotheses (using only the material we have covered so far).

6: Open exercise 1.6 in SPSS.  These data are from a group of miners who were claiming compensation for industrial injury (vibration white finger, also called hand arm vibration syndrome, it causes neural damage, reducing feeling in the fingers).  One of the measures taken was the “neutral zone” – this is the difference between the highest and lowest temperatures that the fingers can detect as a change.  At the same time as the test was done, the room temperature was recorded. Carry out a regression analysis to see if room temperature had an effect.  (I was asked to do this, and advise the group overseeing the claim).

Lesson 3

No computer exercises for this one.

Lesson 4

Open file ‘exercise 4.xls’ in Excel.

1. In this exercise, we will calculate the 95% Confidence intervals for the parameter estimates we calculated in the previous lesson.  

2. Open SPSS, and open the data file ‘exercise 2.2.sav’.  We will run the regression in SPSS, to confirm that we have the correct answers.  Click on the Analyse/Statistics menu, select Regression, and select Linear.  Put ‘price’ into the dependent variable box, and ‘beds’ into the dependent variable box.  Click OK.

3. The sampling distributions for F and t are usually derived mathematically, however, it would be possible to derive the distributions empirically instead.  This approach can be useful when the sampling distribution is too complex to be derived mathematically (see Miles, Shevlin and McGhee, 1999, for an example using coefficient alpha), or when the assumptions required to derive the distributions mathematically are violated.  

The approach that is taken is to calculate data where the true parameter estimates are known, and then repeatedly analyse the data, and examine the results that the analysis produces.  The approach is known as Monte Carlo simulation.

The next sheet in the workbook contains a simple Monte Carlo simulation.  I have replaced the bedrooms column of the data with a function that Excel uses to generate random data – an integer from 1 to 5.  When you recalculate the workbook (by pressing F9) you will see that the values for number of bedrooms change, and hence, all the other calculations which follow from number of bedrooms will also change.  I have put copies of the interesting cells together in one place, and highlighted them in orange.  Because the data are random, we know that the population values for the slope and the standardised slope are actually zero.

You should find that when you repeatedly recalculate the worksheet, that the slope and the standardised slope have different values, but are centred around 0 (the population value).  You should find that approximately 1 time in 20 the probability value associated with the slope will be less than 0.05 and the confidence intervals should fail to include zero.

You might like to try changing the confidence limit away from 95% to see what effect this has on the frequency with which the confidence limits include zero.

Lesson 5

5.1 Calculating the values of b1 and b2 with 2 IVs

The correlation matrix of books, attend and grade is shown below.
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What are the standardised parameter estimates of b1 and b2?

Some of the equations are reproduced below, to help you:

Multiplying a matrix by a vector:
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Finding the determinant of a matrix.
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The adjoint of a matrix:
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The inverse:
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We could go on to calculate the unstandardised parameter estimates and the intercept, using the same calculations that we have done previously.  But we won’t.  

Exercise 5.2: Using Excel to confirm results 

Open the file called ‘exercise 5.xls’ in Excel, and use this to calculate the same parameter estimates as in the previous answer.  

Exercise 5.3: Using SPSS to confirm results

Open the file called ‘exercise5.3.sav’ in SPSS.  The correlation matrix was generated from these data.  Use SPSS to carry out a regression analysis and confirm your results.  Try to ensure that you understand where each piece of the SPSS output came from.

Exercise 5.4: More multiple regression

Open the file exercise5.4.sav.  This is a dataset of measures of families in Poland, who live in an area where there was a flood.  For each measure, there are four people in the family – mum, dad, kid1, kid2.  The variables are:

· Br – briskness

· Per – persistence

· Sen – sensitivity

· Emo – emotional reactivity

· End – endurance

· Act – activity

· PTSD – post traumatic stress disorder.

Run a regression using kid1’s PTSD as outcome, and dad’s PTSD as predictor.

Run a separate regression, with the same outcome, but mum’s PTSD as predictor.

Run a third regression, with the same outcome, but both mum and dad’s PTSD as predictor.  What happens, and why?

Lesson 6

1: Practising Hierarchical Regression

Open ‘exercise 6.1.sav.’  Rerun the stepwise, the entrywise and the hierarchical regression in SPSS.

2: Using regression for Prediction and Explanation

Open the file called ‘exercise 6.2.sav’ in SPSS.  This is a version of a file (modified slightly by me) which is supplied with SPSS.  It is the records (real) of the employees of a bank.  The dataset contains the following variables:

Salary: Salary

Salbegin: Beginning salary, when they started to work at the bank.

Educ: The total number of years spent in full time education.

Prevexp: The number of months relevant previous experience that the employee has.

Age: Their age.

Agestart: The age at which they started to work in the bank.

Jobtime: the number of months that they have worked in the bank.

Use appropriate forms of regression analysis to:

1. Build a model that predicts employee salary.

2. Build a model that explains employee salary.

How do these two models differ? 

What additional information would you like to have collected to improve your models?  Why?

3. Use the data from exercise 1.5.  

Develop a hierarchical model to predict the number of therapy sessions that a person has.  What advantage does this have over the all variables entered simultaneously?

Develop a hierarchical model to predict the post-therapy outcome.  Does anything strange happen with age?

Lesson 7

Exercise 7.1

Open the file called ‘exercise 7.1.sav’ in SPSS.  

A golfer wishes to evaluate the difference between 5 golf balls in the quality of their play.  To do this they play 10 rounds of golf with each of the 5 balls, and count the number of shots it takes them to do a round.  (They have a great deal of time on their hands.)  The ball used is referred to using the variable ‘ball’ the number of shots is ‘shots’.  

Use regression analysis, and tell us: What advice would you give to the golfer?

Use GLM analysis to do the same thing.  To do this, you need to put the categorical variable into the fixed factor, and then click on the contrasts button, and choose the contrast.  

Exercise 7.2

Open the file ‘exercise 7.2.sav’ in SPSS.  This file contains the data from the example examining salivary cortisol levels across the day that we considered in Lesson 7.  Reanalyse the data using regression, and if you feel familiar enough with the procedures, also using ANOVA, and ANCOVA.   

Exercise 7.3

Open the file ‘exercise 7.3.sav’.  We examined this file in Exercise 4.2, with three additional variables: 

Minority: coded 1 for members of a minority, 0 for non-members.

Jobcat: The job category of the person – 1 = administrative staff, 2 = Custodial staff, 3 = Managerial Staff 

Sex: 1=female, 2=male.

Analyse the data, examining beginning salary and current salary.  The bank was sued by the unions for race and/or sex discrimination.  Do you think that the evidence shows this discrimination has occurred?

Lesson 8

Exercise 8.1

Open file ‘exercise8.1.sav’ in SPSS.  These (artificial) data are from some research examining the amount of cash given to a charity (given) by individuals, from two measures: the salary (earnings) and the importance given to the work of the charity by the individual (import).  Examination of the residuals shows that the model suffers from heteroscedasticity.  It is possible to explore this further by plotting a scatterplot and drawing two lines of best fit – one for the high earners and one for the low earners.  We will be exploring this in more detail later on.

Exercise 8.2

Open the file ‘exercise6.2.sav’ in SPSS.  Examine the effects of age, agestart and jobtime on current salary.  Is something strange happening?  If so, what?  And what can you do about it?

Exercise 8.3

Distributions of Residuals

Still using the file ‘exercise6.2.sav’ in SPSS.  Revisit the models that you examined previously, and consider whether the assumptions of normal distribution of residuals and homoscedasticity are satisfied.  What, if anything, can be done about this?  Reanalyse the data using the Huber-White correction. Does this make any difference?
Exercise 8.4

Examine the scatterplots of pairs of variables, then carry out a regression analysis, using events, hassles, support as IVs and dep as DV.  Are there any outliers?  Calculate the probability of any residuals.

Exercise 8.5

Open the file exercise 8.2.sav in SPSS.  This dataset contains women who were undergoing a biopsy for breast cancer.  The first measurement is one week before the biopsy, the second is on the day of the biopsy.  GMPS is stress, dep is depression, anx is anxiety.  Use depression, anxiety, stress and social self esteem to predict anxiety on the day of the biopsy.  What can you say about the distribution of the residuals.  Carry out tests to see if they are significant.

Lesson 9

Exercise 9.1: Power Analysis

For this exercise, we will use GPower, a power analysis program.

GPower does three types of power analysis.  A priori power analysis gives the sample size required to find a certain power.  A priori power analysis is used when planning a study.  Post hoc power analysis finds the power, given a certain sample size.  Post hoc power analysis is used when evaluating a study.  The third type of power analysis is compromise power analysis.  This is an unusual type of power analysis, which allows you to set the ratio of  to .  GPower R2, in both multiple and hierarchical regression.

GPower requires the effect size f2 to be calculated.  You might remember that:
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However, GPower will calculate f2 for us, given R2.

GPower will also draw graphs of power, to help examine the effects of changing parameters.  

You will need to select ‘F-test (multiple regression)’ from the tests menu, to do any of these analyses.

i. A researcher expects to fund a medium effect size (R2 = 0.13, f2 = 0.15) in their regression analysis with 2 predictors, is using a value for  of 0.05, and want to achieve 95% power.  What sample size should they use?  

ii. A second researcher, who also has 2 predictors, expects a small effect ((R2 = 0.02, f2 = 0.02), but would be happy with 80% power.  What sample size should they use?

iii. I want to carry out a multiple regression analysis, in which only a large effect size (R2 = 0.26, f2=0.35) will be interesting to me.  I only have 40 subjects available, and I wish to use 5 independent variables.  I have been advised (based on rules of thumb) that it is not worth going ahead.  Is that true?

iv. I have carried out the analysis, described above, but I have decided to use a value of  of 0.001.  Is that a sensible thing to do?  (Hint: You will need to change to post-hoc Analysis).

v. A colleague of mine is interested in the same problem as I am, but they have access to 4000 participants.  They intend to use a value of  of 0.001.  Following your advice (given in answer to the question above) I have suggested that this is not a good idea.  What would you advise?  (Is there any further advice you would give about any aspect of this study?)

vi. I have decided to repeat the analysis from d), but I now intend to use 20 predictors.  Is it still OK?  Why is it not OK with 20 predictors, if it was OK with 5?  If I really, really have to do this analysis, what would your recommend I did?

Exercise 9.2 Collinearity

i) Open the file ‘exercise 9.3a.sav’ in SPSS.  This file contains data for 204 sufferers of psoriasis.  Respondents self rated the severity of their psoriasis on 16 body areas, on a 0 (completely clear) to 4 (completely covered) scale.  They also completed an Interval GHQ scale, which gave two measures – anxiety (GHQ_A) and depression (GHQ_D).  Examine the effects of psoriasis severity on depression and/or anxiety.  Is collinearity an issue – how do you know?  If so, what action could you take to solve the problem?

ii) Open the file ‘exercise9.3b.sav’ in SPSS.  This is the same file that we examined in exercise 5.1, but we have added an extra variable, ‘late’ – the number of times a student arrived late in a lecture.  Use books, attend and late to predict grades.  Is collinearity a problem – how do you know?  If so, what action could you take?

iii) Open the file ‘exercise9.3c.sav’ in SPSS.  This file contains data relating to house price evaluations, and the actual selling price, of 20 houses.  The value of each house was estimated by 5 surveyors (s1 to s5), and the actual sale price was recorded.  What is the relationship between house price estimates, and actual prices?  Is collinearity an issue?  If so, what action could be taken?

Exercise 9.4: Measurement Error

Open ‘exercise 9.4.xls’ in Excel.  This allows you to explore some of the effects of measurement error, by adjusting the reliability of the measures in a regression equation.  What are the effects of measurement error in the DV?  What are the effects of measurement error in the IVs?

Lesson 10 

Exercise 10.1

Open the file exercise 7.3.sav.  You will have seen during the lesson that the data we analysed violated a further assumption of regression – the residuals were not normally distributed.  Examination of the data reveals that this is because the distribution of salbegin is not normal.  Carry out an appropriate transformation to normalise these data, and then examine the relationship between years of education and beginning salary.  Is the cubic relationship still the most appropriate?  

Exercise 10.2 

Carry out further analysis, to develop a model to explain beginning salary.  Do we still require a non-linear relationship?  Be sure that you can justify all of the independent variables that you include in the equation.  (e.g. do not include salary – it is hard to see how a person’s salary at the moment could have had any effect on their salary when they started work.)

Exercise 10.3

Open exercise 1.5.  Examine the non-linear effect of the number of sessions on post-therapy severity.  Interpret the effect.  

Lesson 11

Exercise 11.1

Open file ‘exercise11.1.sav’ in SPSS.  Use logistic regression to analyse the effects of both experience and score on the probability of passing test.  

Interpret the parameters of any significant IVs.  Calculate the predicted probability of passing the test for the following two individuals:  A - experience = 0, score = 1, B – experience = 24, score = 5.

Exercise 11.2

The datafile exercise11.2.sav contains data from a group of children with autism spectrum disorder (ASD: autism, asperger’s syndrome, and atypical autism) and a group of matched control children.

The variables are IQ, age, ASD (0 = control), and 6 emotional recognition variables.  The children were shown 10 pictures of people showing each of the 6 emotions in their face, and the score is the number of times the child correctly identified the emotion.

How well do the tests distinguish between ASD and control children?  

Why is it important to control for age and IQ, even though the difference between the groups is not statistically significant?

Exercise 11.3

Open exercise 11.3.sav.  This file contains information on (almost) 100,000 miners, their age, smoking status, alcohol status, whether or not they have diabetes, and whether or not they have Dupuytren’s disease.
Use logistic regression to find the relative contribution of each of the other variables to see if they are predictors of Dupuytrens.  Construct a graph (or other method) that describes the results.

You could treat the alcohol and smoking variables as continuous or categorical.  Which one do you choose to do, and why?  

 Singer, JD and Willett, JB (2003). Applied Longitudinal Data Analysis: Modeling Change and Event Occurrence. Oxford, Oxford University Press.

Lesson 11: Moderator Analysis

Exersise 11.1

Open the file ‘exercise12.4.sav’ in SPSS.  This contains three variables, books is the number of books a student read on regression during a course (ranging from 0 to 4); attend is the number of sessions they attended (a maximum of 20) and grade is the grade (percentage) they achieved in the final exam.  

Analyse the data, looking for potential moderator effects.  Interpret your findings.  What advice would you give to students on a course on regression?

Exercise 11.2

Predicting Beginning Salary

Using ‘employee data.sav’ Explore the effects of minority group membership on beginning salary at the bank, using moderator variable effects, where appropriate.  You may analyse all three job categories, or only one if you prefer.  

Keep your model simple, and interpret your findings.

Exercise 11.3

Use the data from exercise 8.2.  In predicting depression on the day of the appointment, examine the possibility that depression at time 1 has a non-linear effect.  Examine the possibility that depression at time 1 is interacting with another variable.  

Lesson 12: Mediators

Exercise 12.1

Open file ‘exercise13.1.sav’ in SPSS.  This dataset contains three variables, measured in 30 English counties.  ‘Snail’ is the average number of snails found per 10m2 quadrant from the county.  The variable ‘seb’ represents the number of successfully breeding pairs of snail eating birds (e.g. thrush [?]), and ‘bop’ represents the estimated number of successfully breeding birds of prey in the county.  Is the relationship between the number of snails and the number of birds of prey completely mediated by the snail eating birds?

Calculate the standard error of the effect of the number of snails on the number of birds of prey. 

Exercise 12.2

Open the file ‘exercise7.3.sav’ in SPSS.  Examine the mediating effects of salbegin on salary.  Are the effect of factors such as age, experience and jobtime on salary completely mediated by salbegin?  If they are not, does this surprise you?  How do you think the IVs may affect salary, beyond their influences on salbegin?  Are there any other variables that you would like to have included in the analysis to test these theories?

Exercise 14: Poisson regression

Open exercise 14.1 (you might want to do this analysis in Stata or R, but it’s a good idea to have a look at the data in SPSS first, unless, of course, you already know either of these other packages).  These are data on young offenders in prison.  The outcome variable is report, which is the number of times the individual has been put on governor’s report (this occurs when they break the rules).

Use Poisson regression to explore whether the psychological predictors (social anxiety, social self esteem and malevolent aggression) explain the number of times they have been placed on report.  

Lesson 15: Introducing Structural Equation Modelling

Exercise 15.1

Repeat the two analyses from the lecture (if you haven’t already).

Exercise 15.2

Repeat the mediation analysis from Exercise 12 using structural equation modelling.  

Exercise 15.3

Is the effect of on starting salary the same for males and females in the bank? 

Lesson 16: Dealing with clustered data & longitudinal models 

Exercise 16.1

Dataset e16.1.sav is data from a cluster randomised trial, to examine the difference in total treatment costs between having an initial medical assessment done by NHS direct or by a local doctor’s surgery.

Patients were randomised in clusters – in this case a cluster was a week.  Each week was randomised to either surgery or NHS direct.  Hence weeks are the clusters.  The predictor of interest was whether NHS direct or surgery was used, so group is the predictor variable, and the total cost of treatment was the outcome variable.  (Note, you might want to look at the distribution of the total cost, and carry out a transformation.)

Analyse the to see if there is a difference between the two groups.  Make sure you use an appropriate technique.

Exercise 16.2

Use employee data.sav to carry out the repeated measures analysis.  You will need to convert the data from short and fat to tall and thin.  To do this:
Choose Data, Restructure.

Choose: “Restructure selected variables into cases”. (This is the default.)

Click next.

Select “one group” (the default).  Click next.

In the “variables to be transposed” box, put beginning salary and salary.
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Click next.  

Click next.

Click next.

Select: “Drop variable(s) from the new file.”

[image: image21.png][Restructure Data Wizard - Step 6 of 7

Variables to Cases: Options

Inthis step you can set optians that wil be appled tothe restuctured data .

|- Hending of Variables not Selected
& Do vaiebel fior e new dBla e

© Keep and treat s fived varisbels)

[~ System Mising or Blark Values in al Transposed Variables
& Create 3 case inthe newfile

 Discard the data

[~ Case Count Variable
T Count the number of new cases created by the case in the current data

Hizme:

Lot

<ok | [ | [





Click next.

Click Finish.

Now run the analysis.

Exercise 16.3: Longitudinal Analysis

The dataset e16.3.sav contains information on people aged 47 to 85, who were followed for 12 years.  The outcome measure is the proportion of their income that they spent on food and drink (relfd).  

There are two sorts of covariate: 

Time varying covariates are those which vary over time.  At each time point, the covariate has a different value.  The time varying covariates are time (which is in years), widevent (1 if they were widowed at that time, or before that time), widtime (the number of years the person has been widowed for).
Time invariant covariates are features of the person which cannot change.  These are age (at start) and female.

The data are clustered within individuals, identified by the variable id.

First analyse the data looking for main effects, and interpret these.

The add any interaction effects that you consider to be sensible and interpret these.










� Footnote question: Why, when the precise value we want is not available in a table of critical values, do we choose the next lowest value, and not the nearest value?


� The most dangerous thing that Excel does (at least in my opinion) is its treatment of missing data.  A blank cell will sometimes be treated as missing by Excel (just like SPSS), but it won’t always be treated as missing.  Some functions will treat a blank cell as if it contains a zero, and if this occurs, your analysis will be wrong.  There is little consistency in how a blank cell is treated by different functions.  
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